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Abstract Autonomous capability in space systems is rapidly 1. INTRODUCTION

becoming a necessity for continued research and exploratioré~

While these systems have traditionally behaved as passi epaceborne systems face a unique range of operayng chal

" . eénges that are generally not present in other domains. The

observers, their remoteness and unique access to unexplored L o

X S . exploratory nature of their missions makes it dif cult to
environments will likely result in future systems that behave

. ; -clearly foresee the conditions and environments that will be
more like active agents employed on our behalf. We may stil . . . .
, . S encountered, despite extensive planning. Virtually all space
determine the larger mission goals and priorities, but the sys- . .
, ; ! systems have tight constraints on power, mass, and other re-
tems themselves will be better able to direct their own move: : . .
: sources, most of which cannot be replenished after the mis-
ment, schedule, and operation.

sion begins [1]. The environments are fascinating but also re-

Autonomous control of computational hardware is one of themote and unforgiving, while communications with operations

capabilities that is becoming more desirable. We describe antsﬁﬁaﬁ are limited by cost and distance [2]. Despite all of this,

. . ese systems have mission pro les to adhere to frequently

demonstrate the infrastructure necessary for a computing sys-~_~. . .
i L —“involving hard deadlines and precise maneuvers and some-
tem to autonomously change its hardware while in operation,, : : )
: g S . times manage to live far beyond their expected demise, pro-
without requiring outside intervention. The system absorbs . . . i
. o - .. viding useful data long after their operating budgets have run

much of its complexity into itself, and assumes responsibility t[3]

. : . ; u
for its own resources and operation. This allows it to presen?
a simpler interface to its environment, and to autonomousl

respond to changes within itself or its environment, Mhese observations point out what the space community al-

ready knows. But along with these realities comes a grow-
ing desire to address them in fundamentally new ways. Re-

Our demonstration system works internally with circuit S : . . .
. i . cent publications in the eld increasingly mention autonomy,
netlists, that it dynamically parses, places, routes, con gures

. o reusability, and robustness. In many cases that autonomy is
connects, and implements within itself at the nest granu- . : . ) .
. ; i - ; only associated with occasional docking or landing maneu-
larity available while continuing to run. It models itself and

its resource usage, and keeps the model tightly synchronizevtfrs’ but in other cases it reveals an emerging desire to apply

with the changes that it undergoes, to ensure proper beha\?_utonomy in pervasive and systemic ways.

ior. The system is also able to dynamically avoid resources, . .
tis desirable for our probes, rovers, and other systems to act
that have been reserved or masked out because of defects.or

in‘our absence and on our behalf, in keeping with mission ob-

damage. jectives [4]. Research and development on autonomous sys-
tems in the space community has thus focused largely on the
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and we bring our computer and hardware engineering peguirements must proceed without neglecting health and safety
spectives to bear on the needs of space missions, to explofienctions, including attitude control, sun avoidance, battery
common goals and exchange ideas. monitoring, instrument sa ng, and a wide range of failure de-
tection [12], [2]. This can lead to con icting goals that must
The discussion begins by reviewing the motivation for au-be arbitrated according to mission priorities [1], [4].
tonomy in space systems, followed by an overview of au-
tonomous computing systems and some of their bene ts. W&Imost all space systems require some level of autonomy as a
then describe the roadmap that has guided our larger reesult of these and other issues [4], [8], [13], [14dndson et
search effort, and focus the remainder of our discussion oal. present the importance of autonomy in intelligent sensing,
the demonstration system implementation. We conclude bplanning and execution, model-based fault protection, and
summarizing the bene ts that space applications can deriveistributed decision-making, while also discussing the ben-

from our autonomous demonstration system. e ts of cost reduction, risk reduction, performance increase,
and broader mission capabilities [9]. Weighing against these
2. MOTIVATION bene ts are a range of technical challenges and a measure of

) . resistance to the adoption of new technologies [10], [15].
The space community has engaged in signi cant effort to un-

derstand and address the evolving issues that it faces, whilg,; the continuing desire to explore causes us to ask more
the changing technological landscape has set the stage fgm the systems that we launch, which in turn causes them
new classes of solutions. We begin by reviewing a crossg, grow in complexity. Even if the communication and dy-

section of these issues, as they relate to autonomy. namic or harsh environment factors were not enough to push

N ] us toward autonomous systems, the increasing complexity of
Space systems have traditionally depended upon direct cogy,r systems will eventually make that transition unavoidable:

trol by mission operations staff, along with some measure ofrhere will simply be too much for us to remotely manage,
automation. But the long round-trip communication times  particularly over slow links, and we will have to turn over

16 minutes at 1 AU or presently 29 hours for Voyager 1 are gome measure of control to the systems themselves.
making that control increasingly dif cult or even impossible

[1], [8], [9]. The Deep Space Network is not only expensive
to operate [1] but also comparatively slow: The data rate is
roughly 100 kbps from space to earth, and less than 1 kbp&utonomy in living systems is the ability to act with some
from earth to space at 1 AU [2], all of which must suf ce for measure of independence, and to assume responsibility for
the variety of data streams that a space system may need éme’s own resources and behavior. This in turn makes it pos-
transmit. Furthermore ground station outages or schedulingible for systems to function in the absence of centralized ex-
con icts may further restrict communication windows. ternal control. While these capabilities are useful and well
established in living systems, they also turn out to be desir-
The direct control of systems through typical low-level com-able in a range of computing systems.
mands [2] is further complicated by limited operator visibil-
ity into the state of the systems they are talking to. Not onlyOur work originates in the hardware domain, and is built
are monitoring sensors as prone to failure as what they aimpon con gurable digital circuitry. We informally describe
to monitor [1], but models of robot sensors and effectors arautonomous computing systefsk [7] as computational sys-
not always well understood in the context of their dynamictems that function with a large degree of independence, much
environments [10]. Operators therefore rely on command seas living systems do. These systems must therefore assume
guences that use worst-case estimates of action duration angsponsibility for their resources and operation, and must de-
resource usage, and even these suboptimal sequences mayteat and respond to conditions that may arise within them-
be robust [11]. selves or their environment. While this requires transfer-
ring more of the system complexity into the systems them-
All electrical and mechanical systems fail eventually, butselves, this greater internal complexity facilitates greater ex-
space systems face unusually inhospitable conditions [3]. Theernal simplicity, by allowing the system to abstract much of
effects of radiation and debris in harsh unknown environ-ts internal behavior behind a simpler external interface.
ments cause problems ranging from gradual loss of function-
ality to sudden catastrophic failure. Most of these systemgutonomy is desirable in part because internal and external
are not accessible for repair, and cannot be replenished wheonditions do change in real systems, and when that occurs,
resources run out [1]. Furthermore most space systems aikeis desirable for the system to adjust gracefully. Failure
produced in extremely small numbers often just one or two to adjust not only limits the usefulness of the system, but
units of a given design and do not bene t from the advan- also accelerates its obsolescence. Even in the absence of dy-
tages of large production runs. namically changing conditions, it can be useful for identical
systems placed in dissimilar environments to adapt appropri-
The many dif culties that these systems face do not eliminateately. The software domain deals with changing conditions
their regular responsibilities or hard deadlines. Mission rethrough dynamic objects, shared libraries, late binding, and

3. BACKGROUND
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through the exible and upgradable infrastructure that oper-and have embedded them within a working system. Our re-
ating systems provide, but that kind of capability has only re-sulting system conclusively demonstrates the viability of very
cently begun to emerge in the hardware domain [16]. In lightne grained recon gurability as a basis for autonomous hard-

of the growing complexity of hardware systems, the notion ofware systems.

ahardware operating systefti7], [18] becomes increasingly

appealing, particularly if it affords the system some measure 4. ROADMAP

of autonomy. Common challenges ensure that our views on ) ) )

autonomy [5], [7], [19] are broadly compatible with those of _The steps required to build hardware autonomy into comput-

Jonsson et al. [9], Kubisch et al. [20, including an unpub-iNg systems are fairly logical, and most are presently within
lished extended version], and many others. reach in one form or another, but have not previously been

assembled into a full system. We propose a hierarchical
The raw capability underlying autonomy in present-day comfoadmap, _Where each Ievel_of au_tonomous capability bui_Ids
putational hardware is provided by a class of devices know/PON previous levels. We brie y discuss the roadmap of Fig-
as Field-Programmable Gate Arrays (FPGAs), and particutr® 1, and refer the reader to [5], [7] for more complete de-
larly by FPGAs that suppogartial runtime recon guration. tails.

These devices are integrated circuits not designed to perform ] ] ]
some prede ned function, but instead designed as generighe reader is advised that our work focuses on infrastructure

con gurable circuitry. Most any kind of digital logic can Necessary tp support hardware autonomy, and thus on lower
be implemented in an FPGA, resources permitting, thougi@nd otherwise unexplored levels. Conversely the roadmap
FPGAs suffer from reduced operating frequencies compareEItretCheS well beyond our current implementation, into ter-
to custom integrated circuits. On the other hand, con gura 10Ty better understood by other parts of the research com-
tion changes can be applied to arbitrary parts of an FPGATUNIty [24], [4], [10], [1]

while the remainder of the device continues to function nor- . )

mally. The static case where only an initial con guration is /e underscore a distinction between this roadmap and a gen-
applied to the device is understood and well supported by eral classi cation framework for autonomous systems: This
available implementation tools, but the dynamic case is mor&0@dmap was developed as a plan for building a fully au-
complex and has yet to be fully embraced by the mainstrearfPN0mMous computing system, but it does not adequately clas-
community. Our own work goes one step further by makings'fy the many existing systems that have some ability to ob-

the FPGA responsible for autonomously managing its owrperVve or to act. We merely state that it has served us well for
con guration, resulting in an enormous amount of exibility. 'S intended purposes.

The process of implementing a hardware design differs sigl the context of FPGAs and con gurable hardware devices,
ni cantly from the process of implementing a software pro- the Level 0 systems in Figure 1 have no autonomy. A de5|gner
gram. Software is generally compiled, assembled, and linked"@y Update them remotely [26], but the systems are entirely
while hardware must be synthesized, mapped, placed, a,{aasswe.wnh respect to the update. They neither know what is
routed. Synthesis translates a textual design description inf@@PPening nor have any control over it.

an equivalent generic circuit, which can then be mapped to ) ) )

the target hardware architecture. Each circuit cell is assignel€ve! 1 systems play a minor role in their own recon gura-
a position in the actual device, and all connections betweeHon- They have some notion of their resource utilization and
cells are routed. While software implementation is largelyT&€ space, typically divided into slots. They have the ability
a deterministic process, hardware placement and routing af@ 2ccept a partial con guration, to decide which slot to place
NP-completé problems, and the quality of the solutions ob- it in, and to make simple connections that may be required.

tained is strongly correlated with the resulting performance

of the system, all of which makes hardware implementatior-€V€l 2 systems maintain an internal model of themselves
tools very complex. that is much more sophisticated than the slots of the Level

1 allocation map. Instead of blindly accepting pre-generated

Other efforts toward hardware autonomy include lower-levelCON gurations, they accept circuitetliststhat are compati-
work by Kubisch [20], Lysecky and Vahid [21], Wigley [22], ble with their archltectu're and undgrlylng techn.ology. Lgvell
and Athanas et al. [23], and higher-level work by French et al2 Systems are responsible for placing and routing the circuit
[24] and Crago et al. [25]. Unpublished work by Kubisch et netlists, and for keeping their internal models synchronized
al. is particularly interesting, but like many of the lower-level With their actual con guration atall times a critical require-
efforts, it was hampered by the lack of suitable implemen ment for autonomy. They have very ne grained control over
tation tools and was consequently set aside a common andth€ir own use of resources, and the netlists that they accept
very frustrating hurdle. The work presented here is unique i€ likely to be compatible across an entire family of devices,
that we have developed all of our own implementation toolgnStead of only being compatible with one speci ¢ device.

1 . . . Level 3 systems accept operations or behaviors and synthe-
NP-completen complexity theory refers to a class of challenging problems —, . . . . .
that are likely not solvable in polynomial time on any deterministic computer.SiZ€ and map them into circuit netlists. They are responsible

3
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for deciding where to place components and how to conneatect known behaviors and piece them back together as some-
them, as well as how to implement those components, poghing of which it had no previous knowledge, in the manner of
sibly depending on current conditions and system resourcetheorem proving systems. A Level 7 system may extend its
The abstract hardware descriptions are suitable for almost amgsponse library, and may possibly share its newly acquired
target device, and not just a speci ¢ technology family. Thisknowledge with other systems. Level 3 support for high-level
progression leads to greater internal complexity, but also albehavioral hardware descriptions ensure that newly acquired
lows greater external simplicity and generality. knowledge is very transferrable between dissimilar systems.

The versatility of abstract or generic components allows syskevel 8 systems can analyze the results of changes they have
tems to model themselves in terms of behavior if that provegmplemented, and can determine whether their internal re-
to be useful. It also paves the way for them to describe themsponse libraries should be updated or optimized for future
selves to heterogeneous peers, possibly to replicate or trangse. Assuming a robust arti cial intelligence capability, it
fer themselves before going off-line, as might be desirable ins possible to envision a system that learns from experience
sleep or power failure situations. In a sense, the functionalityand mistakes: it adds to its knowledge when applicable, and
begins to take a predominant role, and that functionality cartorrects or replaces incorrect or incomplete knowledge that it
theoretically be implemented in any system that has availablenay have previously held in its rules or response library.
resources. Such capabilities could lead to collaboration with
other nearby systems that are too distant for direct assistandée roadmap of Figure 1 facilitates shifting more of the sys-
from mission operations staff. tem complexity into the system itself. This allows it to as-

sume responsibility for its own resources and operation, and
Level 4 systems have the ability to detect and monitor condito present a simpler interface to the outside world. Further-
tions of interest, even though they may not be able to responchore, because levels 2 and 3 can work with device or ar-
to those conditions. The mere ability to detect conditions maychitecture independent circuit descriptions, their functionality
not appear to be especially useful, but it plays an importanbecomes portable across systems, and permits simpler com-
semantic role in autonomy, because it motivates change.  munication with other systems. This can also be very help-

ful at design time, in providing a exible infrastructure that
Level 5 systems include a response library that can be corcan be populated with a wide range of mission appropriate
sulted to address conditions that are observed. Although thiginctionality, and allowing designers to focus their efforts on
may sound very deterministic, the library can be expandablaspects that are unique to the mission.
and distributed, and may be shared with and augmented by
other systems. In the hardware domain, we point out thé.evel 2 and greater systems assume responsibility for their
growing number of circuits available on opencores.org, intesources, and are thus able to mask out defects and sim-
cluding processors, Iters, communication controllers, com-ply avoid using them, behaving and appearing to the outside
plex arithmetic and transform cores, compression and errawvorld as if they were defect-free. In the commercial realm
correction cores, cryptographic engines, digital signal prothis may become particularly important for very large devices
cessing cores, memory controllers, video coders, and an ag#ich are dif cult or impossible to fabricate perfectly. In
sortment of additional building blocks. Because Level 3 systhe space realm it may be used to work around parts of an
tems have the ability to synthesize behavioral circuit descripFPGA that have sustained radiation damage, instead of hav-
tions, any of these cores could potentially be employed by aing to permanently disable the entire device.
autonomous system.

Hardware autonomy naturally comes at some cost and intro-
Level 6 systems have the ability to apply responses or requeduces additional complications. Functionality implemented
assistance in what constitutes the rst stage of real autonomyn top of con gurable logic incurs both area and performance
If a suitable response has been identi ed, the system can apenalties. Implementation tools must be embeddsidiethe
ply it by synthesizing and implementing the correspondingvery systems that they target. The autonomous behavior must
behavior, thereby autonomously initiating and completing aemain aligned with mission goals and priorities. The ability
modi cation to itself. If no suitable response is identi ed, the to dynamically implement arbitrary logic makes autonomous
system may be able to query neighboring peers or missiosystems susceptible to hardware viruses. And the exibility
operations staff for assistance. Even if no assistance is avaiiind adaptability of autonomous systems increases the likeli-
able, the failure data that may be gleaned from the request cdmod that their mix of interacting components will never be-
be enormously valuable for future systems. fore have been tested together.

Level 7 systems have the ability to infer the required be-Although the rami cations and severity of these issues are
havior from detected conditions, and/or to adapt existing bestill largely unexplored, they are likely to result in trade-
havioral pieces to those conditions. This level of systenoffs similar to those encountered with assemblers, compil-
falls unambiguously into the arti cial intelligence domain: ers, operating systems, and object-oriented languages in the
It knows how to make inferences, and it knows how to dis-past. Each of those tools faced opposition at one time or an-
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Figure 2: System hardwarélote that the AC97 FFT core is still being debugged.

other, but they are used extensively today because their bengardware

ts have been clearly demonstrated. The demonstration system uses the Virtex-1l Pro Develop-

ment System [27], designed by the Xilinx University Pro-
5. IMPLEMENTATION gram, and manufactured by Digilent, Inc. This work refers to

The implementation phase of this work demonstrates nomithe board more informally as ti¢UP board. Development
nal Level 6 capability, layered on top of comprehensive Levefor this platform is normally done with the Xilinx Embedded
2 infrastructure. While our primary contribution is the infras- Development Kit (EDK), and the Xilinx Integrated Software
tructure, the higher levels more easily convey the bene ts ofEnvironment (ISE) implementation tools.

autonomy, and they are included here both to showcase some _ _ _ _
of their bene ts and to validate the infrastructure. The XUP board is organized around a Virtex-llPro (Vir-

tex2P) XC2VP30 FPGA, with its large amount of con g-

Lower levels of the roadmap provide a critical foundation forurable logic and its two embedded PowerPC 405 cores. The
hardware autonomy, but are mostly inaccessible to other r20ard also contains external memory, an audio codec, a video
search groups because nearly all of the underlying device aflecoder, a video DAC, and other ports including ethernet,
chitecture information is proprietary and unreleased. UppePS/2, RS-232, and CompactFlash [7].

levels of the roadmap are accessible to a far broader range of

researchers because those levels are not as closely tied to th@e system hardware block diagram is depicted in Figure 2.
underlying hardware and device architecture. Our privilegedt logically consists of a base or static portion that does not
access to that underlying information enables us to develophange, of sensor stubs that monitor inputs and detect ac-
the necessary infrastructure. We present token Level 6 cap#Vity, of interface stubs that allow dynamically instantiated
bilities on top of that to prove that they can be developed, andircuits to communicate with the base system, and of a large
we defer to the expertise of others to help explore and Il inarea available for dynamically instantiated circuits.

the full roadmap.
The base system consists of an EDK design, centered around

The remainder of this section describes the development platbe embedded PowerPC 405 processor and its standard PLB

form and its hardware and software, and describesathe and OPB busses. Those busses support communication be-

tonomous serveand theautonomous controller. tween the processor, the memory, the framebuffer, the inter-
rupt controller, and the remainder of the system.
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